Question 5. [10 marks] 

Look up Simpson’s paradox in Wikipedia [Supplied with the exam.] 

(http://en.wikipedia.org/wiki/Simpson’s paradox) 

Also, check over Sections 3.1 and 3.2 of the handout: ”Statistical Perspectives on Data Mining”. 

(a) Explain how Simpson’s paradox arises; 

A: In the example below, the risk of fatality is as follows:

  Without seatbelt: .0122 for airbag to 0.0105 without  (unfavourable to airbags)

  With seatbelt:      .0018 for airbag to 0.0025 without  (much smaller risks, now   

                                                                                        favourable to airbags)

The two way table that adds over both levels of seatbelt is

airbag             none 

0.003356542 0.005751709

(Airbags appear to substantially reduce the risk)

[Cars that have airbags are much more likely to have seatbelts 

(with airbags: ~85%; without: ~60%).  As a result the fatality rate that ignores seatbelt effects is 

  Airbag: relatively closer to the with seatbelt rates;

  Without airbag: about half-way between the two separate wo/with seatbelt rates; actually the ratio is close to 0.4:0.6]

(b) Explain why it is important for data analysts to be aware of it. [What can be the interpretations for interpreting results?] 

A: The estimate of the effect of one or other factor (here airbag use) can be seriously wrong if there is no allowance for other important factor(s).

(c) Form the following US data into a three-way table whose margins are Seatbelt (seat-belt/none) 

 Airbag (airbag/none)  Outcome (Fatal/survived): 

Seatbelt Airbag Fatalities Occupants 

1 seatbelt airbag 
8626
 
4871940 

2 none 
airbag 
10650 
870875 

3 seatbelt none 
7374 
2902694 

4 none 
none
 
20550 
1952211 

A: The 3-way table can be written 

                       Fatalities                Survived



 airbag  none    airbag        none

none         10650 20550  860225   1931661

seatbelt       8626  7374 4863314  2895320

The fatality rate tables were given above.

Q: Compare the overall fatality rate for cars with airbags with those without. Repeat for the two Seatbelt categories separately. What are the implications, if these data are taken at  their face value, for airbag use? 

A: The comparison was given above.

(d) The above data (CDS dataset) were a (more or less) random sample, over 1997-2002,  from accidents from crashes in which there was injury to person or property and from which at least one vehicle was towed. There is another enormously larger and relatively complete data set (FARS), but for accidents in which there was at least one fatality. Comment on reasons for and/or against placing credence on results from the CDS dataset, as opposed to the FARS dataset. 

A: Both datasets suffer from the “reject inference” problem, i.e., the data are from accidents of some level of seriousness, whereas what is needed are data from all situations where there was the potential for an accident, and where airbags had the potential to affect the outcome.

This problem is much more serious for the FARS dataset than for the CDS dataset.  Although it is within its criteria more complete, this does not at all alleviate the “reject inference” issue.  

