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⇤General power transformations — Box-Cox and Yeo-Johnson

For �, 0, the power transformation replaces a value y by y�. The logarithmic transformation
corresponds to � = 0. In order to make this connection, the Box–Cox transformation (Box
and Cox, 1964), makes a location and scale correction, so that the transformation is:

y(�) =
y��1
�
, if � , 0,

y(�) = log(y), if � = 0.

• If the small values of a variable need to be spread, make � smaller.
• If the large values of a variable need to be spread, make � larger.

The function car::powerTransform(), can be used to give a data-driven choice of �.
Use summary() with the object returned by powerTransform(), in order to get a range
of plausible values for �. Another possibility, with fewer options, is MASS::boxcox().
Either function accepts as argument a regression formula or regression object where y is the
outcome variable. An estimate is then given for � that makes the distribution of residuals
as close as possible (as measured by the likelihood function) to iid (independently and
identically distributed) normal with mean 0.

The Yeo-Johnson family of transformations modifies and generalizes the Box-Cox family
to handle data where the smallest value of y may be zero or negative. For non-negative values
of y, it finds the Box-Cox transformation of y+1. For negative values of y, it is the Box-
Cox transformation of |y|+1 with parameter 2��. Use the function powerTransform(),
specifying family = "yjPower", to obtain an optimal Yeo-Johnson transformation.

As an alternative to a model formula or lm regression object, a data frame or matrix can
be supplied as argument. For use of a model formula as argument, the left hand side can
be a matrix rather than a variable. Residuals from the regressions for all columns are then
transformed, each column with its own transformation, so that the joint distribution is as
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Figure 2.16: Heart weight versus body weight, for 30 Cape fur seals.

close as possible to multivariate normal.
Exercises at the end of the chapter pursue investigation of boxcox() and

powerTransform(). Subsection 3.3.1 has further details on the use of the function
powerTransform(), with an example.

2.6.10 General forms of non-linear response

Low order polynomial fits — quadratics or cubics — are often effective. Checks for
quadratic as opposed to linear, and/or for cubic as opposed to quadratic, can be useful as part
of a process of checking for variation for which the model has not accounted. Higher order
polynomial fits are in general unsatisfactory. The trade-off for accurate approximation of
observed data values becomes increasingly, as the order of polynomial increases, an erratic
pattern of variation at intermediate data points. Spline approximations, fitting general form
of curve with a slope that is constrained to change slowly in each local part of the curve, are
in general a better choice. Section 4.4 will provide details.

2.6.11 Size and shape data – allometric growth

The logarithmic transformation is commonly important for morphometric data, i.e., for
data on the size and shape of organisms. Figure 2.16 uses logarithmic scales to plot heart
weight against body weight, for 30 seals that had been snared in trawl nets as an unintended
consequence of commercial fishing (Stewardson et al., 1999).

For each animal, the data provide information at just one point in time, when they died.
The data thus have limited usefulness for the study of growth profiles through time. At best,
if conditions have not changed too much over the lifetimes of the animals in the sample, the
data may provide an indication of the average of the population growth profiles. If, e.g.,
sample ages range from 1 to 10 years, it is pertinent to ask how food availability may have
changed over the past 10 years, and whether this may have had differential effects on the
different ages of animal in the sample.
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21. Calculate volumes (volume) and page areas (area) for the books on which information is
given in the data frame oddbooks(DAAG).

(a) Plot log(weight)against log(volume), and fit a regression line.
(b) Plot log(weight)against log(area), and again fit a regression line.
(c) Which of the lines (a) and (b) gives the better fit?
(d)Repeat (a) and (b), now with log(density ) in place of log(weight ) as the dependent

variable .Comment on how results from these regressions may help explain the results
obtainedin(a)and(b).

22. In the dataset pressure(datasets), examine the dependence of pressure on temperature. Try:

with(pressure, MASS::boxcox(pressure ~ I(1/(temperature+273))))

What transformation does this suggest?
[Theory suggests that the logarithm of the vapor pressure should be approximately inversely
proportional to the absolute temperature .Search for the Claudius -Clapeyron equation on the
internet,orlookinasuitablereferencetext.]

23. *Use the function car::powerTransform() to determine transformations for, for both vari
- ables, for use in connection with Exercise 22. (Be sure to work with absolute temperature.)

(a)Examinediagnostics fortheregression fit thatresults following thesuggested transforma-tions.
Inparticular,examinetheplotofresidualsagainsttemperature.Commentontheplot.Whatare
itsimplicationsforfurtherinvestigationofthesedata?

(b) Use summary()with the output from car::powerTransform(). Are the results consis-
tent with the Claudius-Clapeyron equation?

[Note that Subsection 3.3.1 supplements the Subsection 2.6.9 discussion of
powerTransform().]

24. In the data frame nswdemo (DAAG), plot 1978 income (re78) against 1975 income (re75
).What features of the plot make the fitting of a regression relationship a challenge?

(a)Restricting attention toobservations forwhich bothre78 andre75 arenonzero,plotlog(re
78) against log(re75), and fit a trend curve.Additionally ,fit a regression line to the plot.
Doestheregressionlineaccuratelydescribetherelationship.Inwhatrespectsisitdeficient?

(b) Now examine the diagnostic plot that is obtained by using plot() with the regression
object as parameter. What further light does this shed on the regression line model?

,



138 3. Multiple linear regression

The plots might be repeated several times. A saucer shaped smooth akin to what was
observed in Figure 3.8A, sometimes cup up and sometimes cup down, will appear from
time to time.

3.3.1⇤ A more formal approach to the choice of transformation

Subsection 2.6.9 drew attention to the power family of transformations, defined for this
purpose by:

ỹ =
y�

��1
(3.7)

The reason for use of this transformation, in place of the simpler transformation ỹ= y�, is that
the logarithmic transformation then corresponds to � = 0; it is the limiting transformation as
� goes to zero.

Values of � between 0 and 1 give transformations that lie, in a mathematically meaningful
sense, between the logarithmic and no transformation. If evident right skewness remains
after taking logarithms, something "stronger" than a log transformation is required. A
negative � may be effective.

The function car::powerTransform() is designed, when applied to values of a single
variable, to guide the choice of a power transformation that brings the distribution as close
as possible to a normal distribution. Optimizing for closeness to normality can be expected
to yield, where the data allow it, an approximately symmetric and unimodal distribution.11

The following are possible alternative modes of use:

• If applied to a matrix or data frame, a transformation will be found for each of the
columns, designed to bring the joint distribution as close as possible to multivariate
normality. It can be useful to include the outcome variable as well as the explanatory
variables. Removal of extreme skewness is primarily important.

• If applied to a regression model object, it finds a transformation of the outcome variable
such that the distribution of residuals is as close as possible to normality.

Application of the function to the first three columns of the data frame nihills yields:

## Use car::powerTransform
summary(car::powerTransform(nihills[,1:3]), digits=3)

bcPower Transformations to Multinormality
Est Power Rounded Pwr Wald Lwr Bnd Wald Upr Bnd

dist 0.0144 0 -0.5437 0.5724
climb -0.2379 0 -0.8378 0.3619
time -0.1845 0 -0.5986 0.2297

Likelihood ratio test that transformation parameters are equal to 0
(all log transformations)

LRT df pval
LR test, lambda = (0 0 0) 2.797 3 0.42

Likelihood ratio test that no transformations are needed

11In fact, powerTransform() implements two families of power transformations — the Box-Cox family as defined in
Equation 3.7, and the more general Yeo-Johnson family of transformations that will be used in Subsection 3.3.3.
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LRT df pval
LR test, lambda = (1 1 1) 57.55 3 0.000000000002

For all three variables, the interval with endpoints defined by the Wald lower and upper 95%
confidence interval bounds contains 0, suggesting that a log transformation is a reasonable
choice.

If we now transform the explanatory variables as suggested, then allowing
powerTransform() to choose the transformation that does best in providing normally
distributed residuals, we find:

form <� time ~ log(dist) + log(climb)
summary(car::powerTransform(form, data=nihills))

bcPower Transformation to Normality
Est Power Rounded Pwr Wald Lwr Bnd Wald Upr Bnd

Y1 -0.0996 0 -0.2415 0.0422

Likelihood ratio test that transformation parameter is equal to 0
(log transformation)

LRT df pval
LR test, lambda = (0) 1.988 1 0.16

Likelihood ratio test that no transformation is needed
LRT df pval

LR test, lambda = (1) 84.5 1 <0.0000000000000002

This suggests use of a Box-Cox power transformation with � = -0.1 . The case for using
anything different from a logarithmic transformation is, however, weak. It will however be
interesting, in Subsection 3.3.2, to explore the difference that use of time�0.1 rather than
log(time) as outcome variable makes to confidence intervals for model predictions.

GAM models, discussed in Section 4.5, provide a more general context in which to
examine whether a parametric model adequately captures the contributions of the several
terms. GAM models are able, in principle, to capture arbitrary curvilinear contributions to
the model fit.

The use of transformations — further comments

Often there are scientific reasons for transformations. Thus, suppose we have weights w of
individual apples, but the effects under study are more likely to be related to surface area. It
then makes sense to consider using x = w

2
3 as the explanatory variable. If the interest is in

studying relative, rather than absolute, changes, consider working with the logarithms of
measurements.

A logarithmic transformation may both remove an interaction and give more nearly
normal data. It can on the other hand introduce an interaction where there was none before.
Or a transformation can reduce skewness while increasing heterogeneity. The availability
of direct methods for fitting special classes of model with non-normal errors, for example
the generalized linear models that we will discuss in Chapter 5, has reduced the need for
transformation prior to analysis.
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Figure 3.10: Scatterplot matrix, with automatically chosen power transformations.

3. Both types of bands apply only to the population from which these data have been
sampled. It might be hazardous to use the above model to predict winning times for hill
races in England or Mexico or Tasmania.

Point 3 can be addressed by testing the model against data from these other locations.
Subsection 3.5 will compare results from the Scottish hills2000 data with results from
the Northern Irish nihills data. The results are broadly comparable.

3.3.3 Choosing the model — deaths from Atlantic hurricanes

The dataset hurricNamed (DAAG) has data on fatalities caused in the United States by
the 94 Atlantic hurricanes that made landfall over 1950—2012 inclusive. Explanatory
variables that will be used here are BaseDam2014 (damage converted to 2014 dollars) and
LF.PressureMB (barometric pressure at the time of landfall in the US; if more than one
landfall, then the minimum was taken), with deaths as the dependent variable.12

The analysis now given will treat deaths as a continuous variable. It will be desirable to
check, to the extent possible, that the treatment of deaths as a continuous variable does
not affect the model choice and model fit in any substantial manner.

Figure 3.10 was obtained using the following code, in which the function
car::powerTransform was used to suggest power transformations for the variables
‘LF.PressureMB‘, ‘BaseDam2014‘, and ‘deaths‘. As deaths is a count variable,
with some zero values, we specify the Yeo-Johnson family of transformations. See
?car::powerTransform. The range of values of of LF.PressureMB (909 – 1003) and
BaseDam2014 (1.042 98195.4) is in each case so large that adding 1 to values of those
variables makes little difference to the suggested transformation.

12The controversial PNAS article article (Jung et al., 2014) used the estimate of the dollar damage for a comparable hurricane
in 2013, i.e., the 2013 equivalent of NDAM2014, claiming that hurricanes with female names were, because treated less seriously,
more dangerous than those with male names. Damage at the time (but adjusted for inflation) is surely the more relevant quantity.
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hurricNamed <� DAAG::hurricNamed
hurrmat <� with(hurricNamed, cbind(LF.PressureMB, BaseDam2014, deaths))
thurric <� car::powerTransform(hurrmat, family="yjPower")
transY <� car::yjPower(hurrmat, coef(thurric, round=TRUE))
car::spm(transY, lwd=0.5, regLine=FALSE, oma=rep(1.5,4), gap=0.5,

smooth=list(col.smooth='red', lty.smooth=1, lwd.smooth=1,
lwd.spread=0.75, col.spread='red'))

Notice that LF.PressureMB, which has been left untransformed, has a bimodal distri-
bution. It has a non-linear relationship with the transformed values of BaseDam2014. The
choice � = 0 for BaseDam2014 implies a logarithmic transformation. We will then work
with log(BaseDam2014 and with LF.PressureMB.

The primary concern is for the distribution of the outcome variable to be as close to normal
after accounting for the explanatory terms. We can use the function powerTransform()
directly with the relevant model formula to suggest a transformation, thus:

modelform <� deaths ~ log(BaseDam2014) + LF.PressureMB
powerT <� car::powerTransform(modelform, data=hurricNamed,

family="yjPower")
summary(powerT, digits=3)

yjPower Transformation to Normality
Est Power Rounded Pwr Wald Lwr Bnd Wald Upr Bnd

Y1 -0.2033 -0.2 -0.3111 -0.0955

Likelihood ratio test that transformation parameter is equal to 0
LRT df pval

LR test, lambda = (0) 15.41 1 0.000087

This suggests use of a power transformation with � = �0.20. This is not much different
from that used in Figure 3.10, for the unconditioned values of deaths+1. Now fit a
line, using the function car::yjPower() to create the transformed values of the outcome
variable:

deathP <� with(hurricNamed, car::yjPower(deaths, lambda=�0.2))
power.lm <�MASS::rlm(deathP ~ log(BaseDam2014) + LF.PressureMB,

data=hurricNamed)
print(coef(summary(power.lm)),digits=2)

Value Std. Error t value
(Intercept) 9.6289 4.978 1.9
log(BaseDam2014) 0.2247 0.040 5.6
LF.PressureMB -0.0098 0.005 -2.0

Figure 3.11 shows the diagnostic plots: Notice the slight curvature in the plot of residuals
versus fitted values. Diane and Audrey stand out in several of the plots, but not to an extent
that identifies them as outliers. The points with low leverage, where the smooth dips down
in Panel D, are likely to be for data where there were no deaths. This is not a particular
concern, as interest is primarily in points for cases where deaths occurred. Otherwise, these
plots appear unexceptional. This dataset will be examined further in Subsection 5.4.4.
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## Use (deaths+1)^(-0.2) as outcome variable
plot(power.lm, cex.caption=0.85, fg="gray",

caption=c('A: Resids vs Fitted', 'B: Normal Q�Q',
'C: Scale�Location', '', 'D: Resids vs Leverage'))
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Figure 3.11: Diagnostic plots for a model that used power transformed values of deaths (� = �0.20)
for the outcome variable.

3.3.4 Strategies for fitting models — suggested steps

• Examine the distribution of each of the explanatory variables, and of the response
variable. Look for any instances where distributions are highly skew, or where there are
outlying values. Check whether any outlying values may be mistakes.

• Where a distribution is skew, consider whether a transformation may give a more
symmetric distribution. Surprisingly often, logarithmic transformations gives more
symmetric distributions, lead to scatterplots where the relationships appear more nearly
linear, and make it easier to identify a regression equation that has good predictive
power.

• Examine the scatterplot matrix involving all the explanatory variables. (Including the
response is, at this point, optional.)
– Look for values that appear as outliers in any of the pairwise scatterplots.
– Look for evidence of nonlinearity in the plots of explanatory variables against each

other. Such nonlinearity is commonly a result of skewness in one of the distributions,
or of differences in the extent of skewness. In such cases consider transformation of
one or both variables.

• Note the ranges of each of the explanatory variables. Do they vary sufficiently to affect
values of the response variable?

• How accurately are each of the explanatory variables measured? At worst, the inaccuracy
may be so serious that coefficients of other explanatory variables will be seriously in
error and/or that any effect is unlikely to be detected. On implications for estimating
coefficients of other variables, see Section 3.8.

• Look for pairs of explanatory variables that are so highly correlated that they appear
to give the same information. Do scientific considerations help judge whether both
variables should be retained? For example, the two members of the pair may measure
what is essentially the same quantity. Note however that the difference, although small,
can be important. Section 5.2 has an example, where the replacing of variables x1 and

x2 by new variables x1+ x2 and x1� x2 gave a better and more usable summary of the
information in the data.

Note that if relationships between explanatory variables are nonlinear, diagnosti plots
may be misleading. See Cook and Weisberg (1999).




